
Graph Laplacians and Least Squares on Graphs

Anil N. Hirani

Mathematics
Univ. of Illinois at Urbana-Champaign

Email: hirani@illinois.edu

Kaushik Kalyanaraman

Computer Science
Univ. of Illinois at Urbana-Champaign

Email: kalyana1@illinois.edu

Seth Watts

Mechanical Science and Engineering
Univ. of Illinois at Urbana-Champaign

Email: watts2@illinois.edu

Abstract—There are several classes of operators on graphs to
consider in deciding on a collection of building blocks for graph
algorithms. One class involves traditional graph operations
such as breadth first or depth first search, finding connected
components, spanning trees, cliques and other subgraphs, op-
erations for editing graphs and so on. Another class consists of
linear algebra operators where the matrices somehow depend
on a graph. It is the latter class of operators that this paper
addresses. We describe a least squares formulation on graphs
that arises naturally in problems of ranking, distributed clock
synchronization, social choice, arbitrage detection, and many
other applications. The resulting linear systems are analogous
to Poisson’s equations. We show experimental evidence that
some iterative methods that work very well for continuous
domains do not perform well on graphs whereas some such
methods continue to work well. By studying graph problems
that are analogous to discretizations of partial differential equa-
tions (PDEs) one can hope to isolate the specific computational
obstacles that graph algorithms present due to absence of
spatial locality. In contrast, such locality is inherent in PDE
problems on continuous domains. There is also evidence that
PDE based methods may suggest improvements suitable for
implementation on graphs.

I. INTRODUCTION

Scientific computing problems almost always eventually

require the solution of linear algebra problems at some level.

Due to this pervasiveness of linear algebra, software pack-

ages that implement building blocks for numerical linear

algebra have been very successful in making this aspect of

scientific computing efficient, portable and easier to work

with [1]–[4]. There are several recent and ongoing efforts

for defining an analogous collection of building blocks for

graph algorithms [5], [6].

Many important scientific and engineering applications

were and still are modeled using partial differential equations

(PDEs) on domains that are subsets of R
2 or R

3. (For

convenience we will refer to these as geometric domains.)

The spatial locality inherent in differential operators on such

domains induces a locality and structure in the matrices

representing the discretized differential operators. This has

been exploited widely in implementation of solvers for

problems arising from PDEs.

Graph algorithms and operators can be categorized into

several classes. One class consists of traditional graph algo-

rithms such as breadth first or depth first search, algorithms

for finding connected components, spanning trees, cliques,

or other types of subgraphs, editing operations on graphs,

and so on. These operators and algorithms are one of the

oldest parts of computer science and many algorithms for

graphs have been standardized in terms of operations on

graphs [7]. Thus it makes sense to look for which building

blocks can be implemented in a portable and efficient

manner for computational purposes.

Another class of graph operators consist of linear algebra

operators whose matrix representations arise from graphs in

some way. This paper addresses a class of least squares prob-

lems belonging to this category. The problems we consider

lead to systems of equations that are analogous to Poisson’s

equation but are posed on graphs. (The analogy will be

made precise later in the paper.) The application areas where

these least squares problems on graphs arise include ranking,

social choice and arbitrage [8], distributed synchronization

of clocks [9], [10], and many others. We show experimental

evidence that some iterative numerical linear methods that

work well in the case of the analogous traditional PDE

problems on geometric domains fail to perform well on

the corresponding graph least squares problems. Some other

methods perform well in both situations.

In considering such problems on graphs we argue for

the following point of view. There is a lot of collected

expertise on numerical linear algebra in scientific computing

and numerical analysis arising from discretizations of PDEs.

By posing problems on graphs that are analogous to PDE

problems one may be able to understand the special compu-

tational difficulties that graphs introduce. This is in keeping

with good engineering practice of “change one thing at a

time” when trying to understand behavior of a system with

many inter-related parts. Moreover, there is evidence that

techniques and ways of thinking developed in PDE-related

scientific computing are relevant for improving performance

of graph algorithms. One such example is the construction of

hierarchical solvers for mixed-form graph Laplacian prob-

lems (analogous to finite element exterior calculus [11]) that

attempts to achieve optimal efficiency [12].

A. Ranking and pairwise comparisons

In this paper we will motivate the least squares problems

on graphs using ranking based on pairwise comparisons as
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a prototype application. (This setting is different from that

of the ranking that Google’s PageRank algorithm typically

computes [13] and is similar to that of ranking of pairwise

data based on random walks [14].) One should bear in

mind that the same problem structure emerges in a wide

array of applications alluded to earlier. In the particular

ranking problem considered we want to rank items, of which

some pairs have been compared. The formulation we use

(and which we did not invent) leads to a least squares

computation on graphs, and a deeper analysis requires a

second least squares solution [8]. The topology of the graph

plays a role, in a way that will be made precise later. The

usual graph Laplacian plays a central role in the first least

squares problem. The key actor in the second problem is a

combinatorial analog of another Laplacian well-studied in

analysis.

The formulation as two least squares problems is akin

to finding the gradient part of a vector field and its curl

part. (This is the Helmholtz decomposition in vector cal-

culus.) That in turn, is related to solving an elliptic partial

differential equation. The setting for the ranking problem

however, is obviously different from that for vector fields and

differential equations since the domains are not geometric

but are graphs.

B. Contributions and goals of this paper

We compare iterative Krylov methods with algebraic

multigrid methods for a class of least squares problems

on graphs. We show experimental evidence that algebraic

multigrid is not competitive for these graph problems. The

use of a PDE type problem brings a different point of view

to the task of selecting building blocks for graph algorithms,

and understanding their limitations and opportunities. It may

also permit the use of techniques developed in the PDE-

related literature to related problems on graphs [12].

A second motivation is to draw attention to least squares

problems on graphs as a potential source for benchmarks for

graph problems. The high performance computing commu-

nity now maintains a Graph 500 list [15]. This is like the

Top 500 list of supercomputers but focused on graph prob-

lems. Current benchmarks include three classes of problems,

namely, search, shortest path, and edge-oriented problems.

Efforts to include social network problems are underway.

In the field of high performance computing, problems

like least squares and linear systems for elliptic partial

differential equations have always been an important source

of problems. These have led to many developments, such

as in domain decomposition, preconditioners, and iterative

methods. The problem of least squares on graphs also

involves Laplacians, but these are graph Laplacians and

other Laplacians on general graphs. When very large ranking

problems on diverse architectures are attempted, it is likely

that new developments will be needed. At the same time,

the problems are easy to set up and some old codes from

differential equations can be used right away. Thus the least

squares ranking on graphs is a good crossover problem and

a bridge from Top 500 to Graph 500.

II. APPLICATIONS OF LEAST SQUARES ON GRAPHS

Least squares on graphs can model a diverse set of

applications including ranking of sports teams [16], incon-

sistency analysis of ranking, social choice and arbitrage [8],

distributed synchronization of clocks across a network [9],

[10], and many others. For the purpose of exposition, in

what follows we fix our application to be pairwise ranking

on graphs.

We are given a set of items to be ranked and some

real-valued pairwise comparisons wherein not all possible

pairs have been compared. Each given pairwise comparison

represents how much one alternative in a pair is preferred

over the other. This data can be represented, for example, as

a weighted directed graph, where each comparison between

a pair of items is represented by two edges of opposite

direction and weights between the items that are equal in

magnitude but opposite in sign [8]. This leads to a skew-

symmetric 2-tensor representation of comparisons. However,

there is an equivalent simple, weighted, undirected graph

whose edges are oriented. The edge orientations are arbi-

trary, and the pairwise score simply changes sign if the

opposite edge orientation is used. Without loss of generality,

we will usually only consider connected graphs. (Multiple

component graphs result in independent ranking problems,

one for each component.)

One version of the ranking problem is to find real-valued

scores for the vertices, which implies their global rank

order, such that the values represent the strength of the

rank. The task translates to finding vertex values whose

differences are the edge values. However, it is not always

possible to compute this exactly. Every cycle in the graph

has the potential to make existence of such vertex values

impossible if the edge values, taken with signs, do not add

up to zero as the cycle is traversed. In this case the closest

possible global ranking is the vertex value assignment whose

differences reproduce the pairwise edge data in the least

squares sense. This is a very simple and an old idea that was

used for ranking football teams [16]. The residual, i.e., the

part of the edge data that could not be matched, represents

inconsistencies in the pairwise data [8].

The edge data is called consistent if the sum of edge

weights (taking orientations into account) around every cycle

is zero. Consistency is equivalent to having a zero residual

in the least squares sense. Least squares ranking can still be

computed for inconsistent edge data. For example, the data

illustrated in the leftmost graph in Fig. 1 is consistent while

the other two are not. However, a least squares ranking is

possible on each. In particular, A will be the winner and C
the loser in the first two cases, and there will be a three-way

tie in the last one.
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Figure 1: Examples of consistent (left) and inconsistent (middle and right) pairwise comparisons when evaluating three alternatives.

An extension of [16] was given in [8] in which the authors

examined the residual, decomposing it into local and global

inconsistencies, using a second least squares formulation.

This time a 3-tensor, i.e., a 3-dimensional matrix, is involved

as an unknown in their formulation. As we will show,

equivalent least squares problems can be formulated using

vectors rather than matrices or 3-tensors to represent the data

and unknowns.
Another innovation of [8] was to pose the ranking problem

as a discrete Hodge decomposition of the pairwise data

treated as a cochain on a simplicial 2-complex (terminology

defined in Section III). Using the same point of view will

help us clarify the connection to vector field decomposition,

elliptic partial differential equations, and topology of com-

plexes.
We emphasize that the idea in [16] is the use of least

squares to find values for each vertex in the graph, given

(generally inconsistent) edge data. This is very different from

the use of least squares to fit data to a model equation in

the sense of statistical regression. It is better to think of the

methods of [16] and [8] as being orthogonal projections or

direct-sum decompositions, which is the viewpoint that we

will take in this paper.

III. PRELIMINARIES

We first provide a brief overview of some notions required

for viewing the considered least squares problems on graphs

as analogous to Poisson’s equations. First, we recall the

graph Laplacian and provide a description of generalized

graph Laplacian matrices. These are, in turn, related to

notions of scalar and vector Laplacians in vector calculus.

We also provide a concise introduction to some language

borrowed from algebraic topology and Hodge theory for

describing combinatorial objects on graphs that help in the

formulation of the least squares problems. Finally, we will

exhibit the equivalence between these problems and the

Hodge decomposition.

A. Graph Laplacians
The Laplacian L on a graph G is a well known operator

defined by:

L(u, v) =

⎧⎪⎨
⎪⎩

d(u) u = v,

−1 u, v are incident on each other,

0 otherwise,

where u, v are any vertices of G, and d(u) is the edge

incidence degree of vertex u. L is related to both the

vertex incidence and edge incidence matrices of the graph,

A and S, respectively. A encodes the vertex adjacency

information, i.e., A(u, v) = 1 if there is an edge joining

vertices u and v in G while S provides the vertex-edge

incidence, i.e., S(u, e) = 1 and S(v, e) = −1 for an edge

e between vertices u and v oriented from u to v. Note

that the orientation in case of non-directed graphs is an

arbitrary choice. Note that this definition of graph Laplacian

is different from one that appears in [17] which is sometimes

referred to as the normalized graph Laplacian [18]. These

various matrices are related to each other by:

L = D −A, L = S ST ,

where D is the square diagonal matrix of vertex degrees,

i.e., D(u, u) = d(u). Also, note that in the setting of

algebraic topology, the matrix S is the boundary operator ∂1

mapping 1-chains or data on edges to 0-chains or data on

vertices. This description allows for generalizing the vertex-

edge incidence matrices to higher degree k-chains which

usually have no easy analogs in the setting of graphs. For

instance, ∂2 is the operator mapping 2-chains to 1-chains

which can be thought of as a k-clique-edge incidence matrix

for a fixed k ≥ 3. We shall henceforth not reference these

incidence matrices using their graph notations but instead

use ∂1 and ∂2.

B. Simplicial complexes and Hodge decomposition

A collection of n distinct vertices is referred to as a n-
simplex or simplex. Simplices are essentially a finite set of

vertices. The dimension of a simplex is its cardinality (as a

set). An orientation of the simplex is an equivalence class of

ordering of its simplices. An abstract simplicial complex is

a collection of simplices with the property that if a simplex

belongs to the complex, then so does every non empty subset

of that simplex. The dimension of a complex is the highest

cardinality of its simplices. An oriented complex is one for

which an orientation is specified for all its simplices. For our

purposes, the choice of orientations is arbitrary. A standard

reference for a detailed exposition of these notions is [19].

Thus, in this description, a graph is a 1-complex consisting

of 0-simplices (vertices) and 1-simplices (edges). Adding in

the cliques of the graph leads to enriching this 1-complex to
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functions vector fields functions
grad

− div

rot

curl
(1)

functions vector fields vector fields functions
grad

− div

curl

curl

div

− grad
(2)

a higher dimensional one. For instance, adding all 3-cliques

(triangles) in the graph would lead to a simplicial 2-complex.

A Hodge decomposition, for our purposes, can be thought

of as a generalization of the Helmholtz decomposition of

vector fields to include the cases where the domain has

nontrivial topology. This means that the decomposition of a

vector field into a gradient part and a curl part additionally

includes a harmonic part which is the kernel of the 1-

Laplacian operator (see Section III-C). Furthermore, these

three components of the vector field are mutually orthogonal

to each other under the standard inner product on these

vector spaces.

C. Vector calculus analogies

Laplacians on graphs are related to scalar and vector

Laplacians in vector calculus; refer to (1) and (2) which are

examples of what are referred to as de Rham complexes. The

matrix ∂T
1 is a graph analog of the gradient operator and ∂1

is the analog of negative divergence operator. Similarly, ∂2

and ∂T
2 are analogues of either two dimensional vector curl

and scalar curl operators, respectively or the more familiar

three-dimensional curl operators. These matrices also have

the property that ∂T
2 ∂T

1 = 0 similar to the vector calculus

identities curl ◦ grad = 0 and div ◦ curl = 0.

The combinatorial graph Laplacian L is the discrete

analog of the usual scalar Laplacian in vector calculus

Δ0 = − div ◦ grad. In vector calculus in R
2, the vector

Laplacian is the operator Δ1 = curl ◦ curl− grad ◦ div as

shown in (1). The combinatorial analog is ∂T
1 ∂1 + ∂2 ∂

T
2 .

If we did not include the triangles (or cells) and considered

G only as a 1-dimensional complex, ∂2 would be the zero

matrix. Then the 1-Laplacian would be ∂T
1 ∂1 which is

sometimes called the edge Laplacian in graph theory. There

is no name for Δ2 in graph theory. But this 2-Laplacian

∂T
2 ∂2 is the graph theoretic analog of the 2-Laplacian in

Hodge theory [20] and finite element exterior calculus [11]

on a 2-dimensional manifold.

Finally, the combinatorial analogue of functions and vec-

tor fields are objects known as cochains. A 0-cochain would

be a discrete function defined on vertices, a 1-cochain would

be related to vector fields and so on. The combinatorial

version of (1) and (2) would be what is called as a cochain

complex. However, for simplifying purposes, these cochains

can be thought of as being the same as chains described in

Section III-A. Indeed, there exist isomorphisms (as vector

spaces) between chain complexes and cochain complexes

but in all further discussion, we will think of cochains as

values associated with either the vertices, edges or cliques

and make no distinction of them from chains.

D. Least squares and Hodge decomposition
We first consider the case when given pairwise data, i.e.,

a 1-cochain ω, has components along both row space im ∂T
1

of ∂1 and the column space im ∂2 of ∂2. In this case, the

Hodge decomposition, least squares, and normal equations

are equivalent.
In a least squares problem Ax � b, to minimize ‖b−Ax‖22

as a function of x, a necessary condition is that the gradient

AT (b−Ax) be zero which yields the normal equations. Thus

residual minimization implies the normal equations. For the

converse, a sufficient condition is that the Hessian matrix

(2ATA) be positive definite which is equivalent to requiring

A be full rank [21, page 110]. In the case of graphs, however,

the matrices ∂T
1 , ∂2 will in general have nontrivial kernels.

For example, the constant functions on the vertices constitute

the null space ker ∂T
1 of ∂T

1 .
We shall now formulate the least squares problem more

generally as follows. We will require for a matrix A ∈ R
m×n

and a vector x∗ ∈ R
n, if ATAx∗ = AT b that x∗ /∈ kerA.

(Here m and n are appropriate dimensions, for example, in

the first least squares problem, m will be the number of

vertices and n the number of edges.) This would then be

equivalent to x∗ minimizing the residual norm ‖b − Ax‖2
for all x ∈ R

n. This follows from the dot product 〈b −
Ax∗, Ax∗〉 = 〈AT (b − Ax∗), x∗〉 = 0. This means either

b − Ax∗ = 0, or that the vectors b − Ax∗ and Ax∗ are

orthogonal. The latter means that the shortest distance from

b to imA is achieved by Ax∗.
Given 1-cochains ω, h, 0-cochain α, and 2-cochain β, with

α /∈ ker ∂T
1 and β /∈ ker ∂2, the following are equivalent.

(i) Hodge Decomposition (HD):

ω = ∂T
1 α+ ∂2 β + h, (3)

h ∈ kerΔ1 .

(ii) Least Squares (LS): a = α, b = β, and s = h are

optimal values of the two least squares problems:

min
a
‖r‖2 such that r = ω − ∂T

1 a, (4)

min
b
‖s‖2 such that s = r∗ − ∂2 b, (5)

where r∗ is the minimizing residual for (4). In least

squares short hand notation one would write the two

problems as ∂T
1 a � ω and ∂2 b � r∗.
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(iii) Normal Equations (NE): a = α and b = β are a

solution of the two linear systems:

∂1 ∂
T
1 a = ∂1 ω, (6)

∂T
2 ∂2 b = ∂T

2 r∗, (7)

where r∗ is the residual ω − ∂T
1 α.

The three terms in the Hodge decomposition in (3) are

mutually orthogonal. This is easy to see. It follows simply

from the fact that ∂1 ∂2 = 0 and from the definition of the

harmonic part (kerΔ1). For example, given an 1-cochain

ω, if it has a nonzero harmonic part h, then 〈h, ∂T
1 α〉 =

〈∂1 h, α〉 = 0 since h is in ker ∂1 ∩ ker ∂T
2 .

Due to these orthogonality conditions, it is easy to see

that the second least squares problem, which is ∂2 b � r∗,

can also be written as ∂2 b � ω. Similar changes can

be made from r∗ to ω in the second systems in all the

formulations above. For ease of reference, below we write

the least squares and normal equations using ω instead of

r∗ all in one place. The least squares systems are:

∂T
1 a � ω, (8)

∂2 b � ω, (9)

and the corresponding normal equations:

∂1 ∂
T
1 a = ∂1 ω, (10)

∂T
2 ∂2 b = ∂T

2 ω. (11)

From the definition of the Laplacians in Section III-C, these

can be written as Δ0 a = ∂1 ω and Δ2 b = ∂T
2 ω.

E. Interpretation in terms of ranking

Given any pairwise comparison data ω, by (3), there exists

data on vertices α (the vertex potential or ranking), a 2-

cochain β and a harmonic field h ∈ kerΔ1 such that ω =
∂T
1 α+∂2 β+h. The α term is the scalar potential that gives

the ranking. The β term is defined on cells and captures the

local inconsistency in the data. The harmonic part contains

the inconsistency that is present due to cycles longer than

the maximum number of sides in the cells. If only 3-cliques

(triangles) are considered as the 2-dimensional cells, then

any inconsistency in cycles of length four or more will be

captured in the harmonic part. The following example should

make some of this more apparent.

Fig. 2 shows an example of solving the first least squares

problem (4). It is just as easy to work with disconnected

graphs, so we show a graph with two components. The

values on the edges is the given data ω. The vertex potential

values α are written in italics. Note that in the straight

line part of the graph which does not involve a cycle, it is

clear what the vertex potential should be (up to an additive

constant). There will be no residual in this case. The first

triangle after the straight line part is consistent because the

value on the diagonal edge is the sum of the values on the

other two sides which are oriented appropriately. The other

•
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Figure 2: The results of the first least squares problem in (4)
on an example graph of pairwise comparisons (the numbers on the
edges). The graph has two connected components which are ranked
independently. The solution of the least squares problem provides
the ranking of vertices shown as vertex labels here.

triangles and the square cycle are all inconsistent. Here only

triangles are chosen as the 2-dimensional cells, so the β
part will be the inconsistency associated with the triangles

if the second problem were also to be solved. The harmonic

part h would be the inconsistency in the square cycle. Note

that because of two connected components the dimension

of kerΔ0 = ∂1 ∂
T
1 will be two. Fixing one vertex value

in each of the two components and deleting the appropriate

row and column will make the normal equations system (6)

nonsingular.

IV. BUILDING BLOCKS FOR LEAST SQUARES ON

GRAPHS

In most areas of numerical analysis, the computation that

sits at the heart of the solution method is usually the solution

of a linear system. Least squares ranking on graphs is no

different. This section is about our numerical experiments

for testing the accuracy and speed of linear system solvers

for the first and second least squares problems of ranking

on graphs.

Our main focus has been on two models of random

graphs, the Erdős-Rényi model [22], one of the most studied

random graph models, and the Barabási-Albert model [23]

for power law graphs. The Erdős-Rényi model has two

parameters, namely, the number of nodes and the probability

that any pair of nodes is connected by an edge. We will

refer to this probability as the edge density. However, this

model does not account for the phenomena of clustering

as seen in many networks in societies or for power law

degree distributions as seen in internet graphs, reaction

networks of molecules in a cell or airline flight networks.

These are called scale-free networks or graphs and this

feature is captured by the model of Barabási and Albert.

The generative model is often implemented as a random

process, although in practice these are typically not random

graphs.

In the numerical analysis community there is a lot of

accumulated experience on solving linear systems that arise
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from partial differential equations. Studies of systems arising

from graphs are less common but appearing with increasing

frequency. For least squares ranking on general graphs

there is no guidance available in the literature. Ours is

an attempt to fill that gap. The fact that the underlying

problem is coming from a random graph introduces some

new challenges as will be demonstrated in our experiments.

We only consider iterative linear solvers here, though

sparse direct solvers might be worth considering. We used an

iterative Krylov method suitable for symmetric systems and

one that is suitable for rectangular systems. We also used

algebraic multigrid using smoothed aggregation and Lloyd

aggregation. The results are discussed in Sections IV-B

and IV-C. An especially attractive feature of all these

methods is their ability to ignore the kernel of the operator

involved. We do not know how direct methods could be

made to do that for the second least squares problem which

can have a large dimensional kernel depending on the graph

topology. In direct solvers, for the first least squares problem

the nontrivial kernel can be handled by fixing the value at

a single vertex, just as is done by fixing pressure at a point

in fluid problems.

A. Methodology

All numerical experiments were done using the Python

programming language. The Krylov linear solvers used were

those provided in the SciPy module [24]. The algebraic

multigrid used was the one provided in PyAMG [25]. The

simplicial complexes and boundary matrices were created

using the PyDEC module [26]. The errors and times required

by various solvers is generated as an average over multiple

trials. This is done to minimize the influence of transient

factors that can affect performance of a computer program.

All experiments were carried out on a computer with a

2.53 GHz Intel Core 2 Duo processor and 4 GB of memory.

In each case, a graph G with the desired number of nodes

N0 and other desired characteristics (such as edge density

in the case of Erdős-Rényi graphs) is first generated by

a random process. We then find all the 3-cliques in the

graph and create a simplicial complex data structure for the

resulting 2-complex. Let the number of edges and triangles

in G be N1 and N2.

A random ranking problem instance is created for this

complex. This entails creating a random 1-cochain repre-

senting the comparison data on edges. The point of these

experiments is to compare the accuracy and efficiency of

the tested methods, and so the Hodge decomposition of this

1-cochain has to be known in advance. In other words, a

random problem instance is a 1-cochain ω such that there

are random but known α on vertices, β on 2-cliques, and

h ∈ kerΔ1 with ω = ∂T
1 α+ ∂2 β + h.

To create the random gradient part ∂T
1 α and the random

curl part ∂2 β, we simply pick random vectors with N0

entries for α and N2 entries for β. To compute a random

harmonic part, we compute the Hodge decomposition of a

random 1-cochain ρ by solving two least squares problems

∂T
1 a � ρ simultaneously.

[
∂T
1 ∂2

]
x � ρ , (12)

where the matrix [∂T
1 ∂2] is formed by horizontally stacking

∂T
1 and ∂2 matrices. If x is the solution of this least squares

problem, then the residual ρ − [∂T
1 ∂2]x is harmonic. This

follows from the fact that the the residual b−Ax in a least

squares problem Ax � b is orthogonal to the imA. Hence

ρ − [
∂T
1 ∂2

]
x ∈ ker

[
∂T
1 ∂2

]T
= ker ∂1 ∩ ker ∂T

2 =
kerΔ1, thus is a harmonic.

B. Iterative Krylov methods

We experimented with many iterative Krylov solvers but

here report only results from using conjugate gradient (CG).

As stated earlier, the Laplacian systems we consider on

graphs are symmetric and positive semidefinite for which

CG can be used to obtain a solution even in the presence

of a nontrivial kernel [27, chapter 10]. Tables I and II

provide the timing and error results for CG on different

formulations of the ranking problem. In this table, the edge

and triangle densities are with respect to the number of

edges and all possible triangles in a complete graph. The

reported errors are measured relative to the known exact

solution except in cases identified by an asterisk (∗) in ‖h‖
column where the corresponding error is an absolute one.

These are cases for which the homology of the simplicial 2-

complex induced from the graph is trivial leading to a zero

harmonic component. The relative error column reports error

in the norm of the gradient part (‖∂T
1 α‖), norm of the curl

part (‖∂2 β‖), and the norm of the harmonic part (‖h‖). The

timing labeled α shows the iterations and time required for

the first least squares problem, and the one labeled β shows

these for the second least squares problem.

C. Algebraic multigrid methods

Multigrid methods work by creating a hierarchy of linear

systems of decreasing sizes from the given problem. At any

level in the hierarchy, a larger system is called a fine grid
and a smaller system is called a coarse grid. The solutions

of the different systems are related via prolongation (coarse

to fine) and restriction (fine to coarse) maps. In geometric

multigrid, coarser levels correspond to a coarser mesh. In

algebraic multigrid, coarsening is carried out using only

the matrix and an associated adjacency graph. Coarsening

is performed by aggregating those vertices of this graph

which have a strong connection. The strength of connection

is defined in various ways for different schemes [28]. In

smoothed aggregation, a vertex can belong fractionally to

several aggregates [29]. In Lloyd aggregation, the number

of connections between vertices and the centers of their

aggregates is minimized [30].

817



Figure 3: For the mesh shown on the left, the middle plot shows the nonzeros in Δ0. The rightmost plot shows the nonzeros in Δ0 for
an Erdős-Rényi graph constructed using the same number of vertices and edges as are in the mesh. The Δ0 on the mesh has locality
whereas the one on the graph does not.

We used algebraic multigrid with smoothed aggregation

and Lloyd aggregation for the ranking problem on the Erdős-

Rényi and Barabási-Albert random graphs. The parameters

for the various graphs are identical to ones used in the

experiments with Krylov solvers and the results are also

given in Tables I and II. In the Algorithm/Formulation

column, the notation AMG (SA) and AMG (LA) are used

to indicate the smoothed and Lloyd aggregation schemes.

As before, in these tables, the cases where the homology of

the simplicial 2-complex is trivial are marked by an asterisk

(∗). The cases where PyAMG failed in the setup phase are

marked by a dagger symbol (†).

D. Discussion and comparisons

From the results in Tables I and II, it is clear that conjugate

gradient is almost always a good choice for the two least

squares problems. Algebraic multigrid performs optimally

for certain types of elliptic partial differential equations on

meshes. So a naive hope would be that it would do well

with Laplacians on graphs. Our experiments demonstrate

that although algebraic multigrid can sometimes solve the

linear systems, it often performs quite poorly in terms of

time as compared to Krylov methods. This is true even if

the setup time required by algebraic multigrid is excluded.

(The setup is the process of forming the coarser levels

before solving can begin.) If the setup time is also included,

the performance becomes much worse compared to Krylov

methods. For example, in the cases corresponding to the last

two rows of Table I, algebraic multigrid could not even be

used, whereas Krylov methods performed reasonably well.

In the same table, for the β problem in rows 4 and 5,

algebraic multigrid took between 2 and over 400 seconds

while Krylov methods took only a fraction of a second. A

similar behavior is seen in the case of Barabási-Albert graphs

as well in Table II. We suspect that algebraic multigrid

performs remarkably poorly since there is no apparent (or

very little) structure or locality for the least squares matrices

arise from graphs. This is very different from what one

would observe in the case of Laplacians on meshes. Fig. 3

provides an instance of this contrast.

In the last decade or so there has been extensive work

on solvers for diagonally dominant systems [31]–[33]. The

linear system corresponding to (4) is diagonally dominant

for any graph. However the second least squares problem

in (5) will not in general be a diagonally dominant except

when the graph is on a surface.

V. CONCLUSIONS AND FUTURE WORK

In this paper, we have presented the first detailed numer-

ical studies of two least squares problems on graphs. We

show that algebraic multigrid which has been successful in

solving linear systems arising from certain elliptic partial

differential equations performs poorly for least squares prob-

lems on graphs. This may appear surprising since the two

problems are versions of Poisson’s equations, one involving

the scalar Laplacian and the other involving the Laplace-

deRham operator on 2-cochains. However, as alluded to

earlier and as can be seen from Fig. 3, the linear systems in

graph problems can suffer from lack of locality and structure

which is usually apparent in partial differential equation

problems on meshes.

For the first least squares problem, our results indicate that

using the conjugate gradient solver on the normal equations

is always the best option, generating the lowest errors and

the fastest times for each of the three types of graphs we

considered. For the second least squares problem, conjugate

gradient is again the better option except on some small

sized graphs with fewer edges and triangles in them.

An interesting area for future research is the decomposi-

tion of these problems into smaller pieces which can be

solved with minimal interaction. One then also needs to

combine the solutions thus obtained into a global solution.
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Table I: Comparison of solution of normalized form of least squares on Erdős-Rényi graphs using conjugate gradients and algebraic
multigrid. A † in the table denotes that the method failed to produce a solution. A ∗ denotes that the computed error is an absolute one
and corresponds to cases where the harmonic is zero.

N0 N1 N2
Edge Triangle Algorithm / Relative Error α β

Density Density Formulation ‖ ∂T
1 α‖ ‖ ∂2 β‖ ‖h‖ iter. sec. iter. sec.

100 380 52 7.68e-02 3.22e-04
CG 1.1e-08 6.3e-09 2.0e-07 27 0.0041 17 0.0027

AMG (SA) 5.0e-09 3.8e-09 9.5e-08 2 0.0577 2 0.0030
AMG (LA) 5.0e-09 3.8e-09 9.5e-08 2 0.0078 2 0.0023

100 494 144 9.98e-02 8.91e-04
CG 1.1e-08 1.0e-08 2.9e-07 21 0.0037 30 0.0053

AMG (SA) 2.8e-09 3.8e-09 1.0e-07 2 0.0078 2 0.0137
AMG (LA) 2.8e-09 3.8e-09 1.0e-07 2 0.0082 2 0.0131

100 1212 2359 2.45e-01 1.46e-02
CG 3.9e-09 1.6e-08 3.5e-05 14 0.0023 60 0.0191

AMG (SA) 1.2e-10 4.8e-08 1.1e-04 2 0.0079 32 0.6259
AMG (LA) 1.2e-10 3.4e-08 7.5e-05 2 0.0079 30 0.1426

100 2530 21494 5.11e-01 1.33e-01
CG 2.5e-09 9.2e-09 3.0e-06∗ 10 0.0017 17 0.1033

AMG (SA) 6.5e-10 6.9e-09 2.3e-06∗ 2 0.0142 27 2.102
AMG (LA) 6.5e-10 4.8e-09 1.6e-06∗ 2 0.0184 19 15.89

100 3706 67865 7.49e-01 4.20e-01
CG 2.1e-09 6.6e-09 5.6e-06∗ 8 0.0015 11 0.4759

AMG (SA) 2.8e-10 7.7e-09 6.6e-06∗ 2 0.0689 39 16.74
AMG (LA) 2.8e-10 7.3e-09 6.2e-06∗ 2 0.0356 14 408.5

500 1290 21 1.03e-02 1.01e-06
CG 1.4e-08 1.9e-09 3.6e-07 43 0.0072 3 0.0007

AMG (SA) 3.8e-09 1.9e-09 9.8e-08 2 0.7113 2 0.0360
AMG (LA) 3.8e-09 1.9e-09 9.8e-08 2 0.3080 2 0.0022

500 12394 20315 9.94e-02 9.81e-04
CG 3.3e-09 2.7e-08 8.9e-05 13 0.0030 105 0.2155

AMG (SA) 7.2e-11 7.7e-08 2.5e-04 2 0.3305 74 2.711
AMG (LA) 7.2e-11 7.4e-08 2.5e-04 2 0.3293 71 8.358

500 24788 162986 1.99e-01 7.87e-03
CG 1.9e-09 1.3e-08 1.0e-05∗ 11 0.0032 25 1.447

AMG (SA) † † † † † † †
AMG (LA) † † † † † † †

1000 49690 163767 9.95e-02 9.86e-04
CG 1.9e-09 1.4e-08 2.5e-03 11 0.0049 52 1.916

AMG (SA) † † † † † † †
AMG (LA) † † † † † † †

It is not at all obvious how this can be done. For partial

differential equations, smaller subproblems are sometimes

obtained by domain decomposition methods. Analogously,

appropriate graph partitioning methods and their role in

decomposing these graph problems may be worth studying.

These might also be relevant in creating new aggregation

schemes for algebraic multigrid. For the least squares prob-

lem in (4) use of other solvers for diagonally dominant

systems [31]–[33] would also be interesting to study further.
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